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Presenter Notes
Presentation Notes
Timing: 00:00–01:00

Hi, I’m Krishna Kandi, a software architect.

Today we will follow one invoice-payment agent through a partial failure. The agent requests an approved payment, then receives UNKNOWN because it has not recorded the completion event. Gemini must choose what to do next.

A later model turn can request the same tool again with a new call ID. A broker can also redeliver an earlier event. These are different kinds of repetition, and both must preserve the same approved business operation.

Our Java application uses Spring AI to connect to Gemini. Durable events connect the agent to a business workflow and a local mock payment provider. We will examine the model decision, then the application controls that make recovery safe.

The demo uses test invoice records. The provider accepts and stores a payment request. No real money moves, and bank settlement is outside this demonstration.

Presenter reference:

Accepted topic: When AI Agents Retry: Building Reliable Event-Driven Workflows. The demo uses runtime 1.1.0-candidate-build4-checkpoints with Spring AI 2.0.1. The presenter completed Windows rehearsals using gemini-3.5-flash-lite. The live completion-fault run demonstrated status reconciliation. A separate scripted run demonstrated repeated-tool safety.



A completed action, an uncertain agent
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Provider: ACCEPTED

Workflow: VERIFIED

Agent observation: UNKNOWN

The agent paused before saving and acknowledging its completion event

Invoice INV-1042: approved USD 250 payment request

Presenter Notes
Presentation Notes
Timing: 01:00–03:00

The user’s goal is to submit the approved USD 250 payment request for invoice INV-1042.

The Java agent first asks Gemini to choose registered tools. Gemini obtains invoice context and current payment status, then requests submit_payment. Java converts that structured request into a domain event.

Now look at three records owned by different processes. The provider has accepted the payment request. The workflow worker has checked the provider record and saved VERIFIED. The agent application has not recorded completion for its pending tool call.

We pause the agent’s completion consumer after it claims WorkflowVerified, before saving the result or acknowledging delivery. Its observation deadline expires, so Java returns UNKNOWN to Gemini. That is the agent’s incomplete observation of a completed operation.

Gemini can query status or request the same payment tool again. In the Windows build4 live run, it queried status. We also have a scripted test that requests payment again. We will label those outcomes separately.

The agent-specific issue is the fresh request: a later model decision can create a new tool call and a new event for the same approved payment. Deduplicating the old event alone cannot identify that business repetition.

Presenter reference:

The Windows build4 Spring AI run reports one submit proposal, zero fresh payment proposals after UNKNOWN, one status query after UNKNOWN and one accepted provider record. The scripted completion case reports two submit proposals, one fresh proposal after UNKNOWN and one accepted provider record. See evidence/windows/live-completion/run-summary.json and evidence/windows/scripted-completion/run-summary.json in the v1.1.0-rc.1 release.



Planner, executor and verifier
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Role Responsibility Control boundary

Planner Gemini selects the next tool Structured proposal

Executor Use the saved approved payment Stable operation and receipt

Verifier Check provider-owned evidence Verified workflow state

Logical roles. Executor and Verifier share one worker JVM.

Presenter Notes
Presentation Notes
Timing: 03:00–05:00

The planner, executor and verifier are three responsibilities in this workflow.

The planner role uses Gemini to select the next registered tool from the user’s task and previous tool results. Its output is a proposal to the application. The application supplies business facts and tool contracts in the model request.

The execution path is deterministic Java business code. The worker checks current policy, saves the approved parameters, and gives the executor the operation identity and saved payment data. The executor looks for a matching provider receipt before submitting anything.

The verifier is another Java component in that worker. It reads the provider’s accepted record and receipt, then compares the tenant, operation identity and payment parameters with the saved approval. The worker records VERIFIED only when those checks succeed.

This separation lets us change model behavior without rewriting payment execution, test the payment rules independently, and recover from saved records when an observation is incomplete. It also makes it clear which component supplies evidence of completion.

All three responsibilities can live in one application. In this demo, Executor and Verifier already share one worker JVM. The separate agent and worker processes let us demonstrate partial failure. Durable state, idempotency and event handling provide the actual reliability protections at these boundaries.

Presenter reference:

The accepted abstract explicitly names a practical planner-executor-verifier workflow. These are logical responsibilities, rather than a requirement for three independently deployed services or three model-powered agents. Implementation: AgenticPlanner, GeminiPlannerModel, AgenticWorkflow, Executor and Verifier.

Sources:
https://ai.google.dev/gemini-api/docs/function-calling
https://docs.spring.io/spring-ai/reference/api/tools/chatmodel-tool-calling.html



Architecture and state ownership
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Agent + Spring AI
H2 and tool loop

Broker + H2
workflow / agent queues

Domain worker + H2
Policy, executor, verifier

Gemini API
Remote model

Mock payment
provider

Provider H2
Payment record + key

Receipt

Four local JVMs with durable state. Gemini API runs remotely.

Model requests
and responses

Tool requests

Tool results

Durable events

Provider
API

Presenter Notes
Presentation Notes
Timing: 05:00–07:00

This diagram identifies the four local Java processes and their state owners before we follow the events.

The agent application owns the Gemini conversation, pending tool requests, and a private journal of tool results. It builds a Spring AI Prompt containing the task, system prompt, tool definitions and prior conversation. Gemini runs remotely and returns function names and arguments.

Java validates those requests and saves events in the agent outbox. The broker owns durable workflow and agent queues. Requests travel to the workflow queue, and results return through the agent queue. Consumers claim deliveries under leases and acknowledge them after recording the result.

The workflow worker owns approved payment parameters, workflow state and execution counters. Policy checks, Executor and Verifier run inside this worker and use its saved operation record.

The mock provider owns a separate H2 database. It stores accepted payment records, operation keys, fingerprints and receipts. Its commit is independent of the workflow database.

HTTP carries model API calls, local broker operations, and provider API calls. Durable queued events coordinate the business workflow. The agent does not hold an executor-to-agent HTTP response open while waiting for payment completion.

These processes share persisted identifiers and explicit results. They do not need to share Gemini’s internal reasoning. The separate process boundaries make the failure and recovery examples observable on one laptop.

Presenter reference:

AgenticDemo starts broker, provider and workflow child JVMs. Its parent runs AgenticPlanner. Gemini credentials remain in the agent process. The broker has workflow and agent queues. Spring AI is configured programmatically; this remains a standalone Java application.

Sources:
docs/AGENTIC_ARCHITECTURE.md
https://docs.spring.io/spring-ai/reference/api/tools/chatmodel-tool-calling.html



Gemini's supplied business context
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Spring AI sends task, tool schemas and business context

Goal: request approved payment for INV-1042
Policy: stop on hold or missing approval

Registered tools:
get_invoice_context(invoiceId)
get_payment_status(invoiceId)
submit_payment(invoiceId)

Facts return as tool results in the same conversation

Java validates the request and creates ActionProposed

{"functionCall":{"name":"submit_payment","args":{"invoiceId":"INV-1042"}}}

Presenter Notes
Presentation Notes
Timing: 07:00–10:00

Gemini knows which tools are available because the application supplies their names, descriptions and argument schemas in every model request that needs them.

The user task identifies invoice INV-1042. The system prompt describes the allowed workflow and explains UNKNOWN. The three registered tools are get_invoice_context, get_payment_status and submit_payment. Each accepts invoiceId.

Gemini first requests invoice context and current payment status. Java validates those calls, publishes events, and returns the worker’s results to the same conversation. The context contains the test invoice’s approval, hold flag, amount and beneficiary. The status tool reads the saved workflow state.

In the captured run, those results show approval, no hold, USD 250 and NOT_STARTED. Application code supplies these facts. Gemini does not obtain current approval from its training data.

Spring AI sends registered ToolCallback definitions to Gemini. Its low-level ChatModel returns the selected function request to our application-controlled loop. Java checks the function name and invoice argument, assigns application identifiers, and creates the domain event.

The model supplies invoiceId. The application owns the amount, beneficiary, approval version and operation identity. Extra money fields or an unregistered function fail validation.

After execution, Java sends the structured tool result back to Gemini. The next model turn therefore uses explicit observations supplied by the application.

Presenter reference:

The slide shows an illustrative structured tool request. The actual Gemini protocol can include a provider function-call ID and opaque conversation parts, which the private journal preserves. Registered callbacks supply schemas; AgenticPlanner dispatches tools through its outbox.

Sources:
src/main/resources/agentic/tools.json
src/main/resources/agentic/planner-instructions.txt
https://ai.google.dev/gemini-api/docs/function-calling
https://docs.spring.io/spring-ai/reference/api/tools/chatmodel-tool-calling.html



Events and local transaction boundaries
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TaskPlanned ActionCompleted WorkflowVerified

PLANNED 1
EXECUTING 2

EXECUTED 3
Receipt saved

VERIFIED 4
Result to agent

The provider commits in its own database.
Operation identity and receipt lookup protect recovery.

Validated submit_payment creates ActionProposed

Stage completion: inbox entry,  state change and outgoing event

Presenter Notes
Presentation Notes
Timing: 10:00–13:00

Follow submit_payment through the durable workflow.

The agent saves its model response, pending call and ActionProposed outbox entry together. Publication sends that event to the broker’s workflow queue.

For a new approved operation, the worker saves the immutable payment parameters and PLANNED at state version 1. In the same local transaction it records the incoming event in its inbox and creates TaskPlanned in its outbox. An inbox records committed event processing. An outbox records messages that still need publication.

When TaskPlanned arrives, the worker checks the stage precondition and current policy. It saves EXECUTING at version 2 and increments the execution-attempt counter before contacting the provider. The executor first looks for a matching receipt, then submits if no record exists.

After the provider returns its receipt, the worker commits EXECUTED at version 3, the TaskPlanned inbox entry, and ActionCompleted in its outbox.

ActionCompleted triggers provider verification. A matching record allows the worker to commit VERIFIED at version 4 and publish WorkflowVerified for the waiting tool request.

The agent records that result and its inbox entry before acknowledging the broker. It supplies the result to Gemini in the next model request.

Each transaction belongs to one database. Provider acceptance commits separately. The stable operation key and receipt lookup bridge that external commit gap.

Presenter reference:

ContextRequested and StatusRequested produce ToolResultReady. This slide follows the business mutation path. AgenticWorkflow.handle implements the stages. The EXECUTING claim and saved attempt precede the provider call; the later receipt/state/inbox/outbox transaction does not include the provider database. Appendix A2 lists local ownership.

Source:
https://docs.aws.amazon.com/prescriptive-guidance/latest/cloud-design-patterns/transactional-outbox.html



Identity across redelivery and new tool calls
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Identity Broker redelivery New model request

Tool-call ID Same New

Event ID Same New

Operation ID Same approved payment Same approved payment

Operation identity spans both kinds of repetition

Presenter Notes
Presentation Notes
Timing: 13:00–15:00

Compare two kinds of repetition in the table.

A broker redelivery preserves the original event ID and the tool-call ID carried in that event. The consumer inbox can recognize a transition that already committed.

A later Gemini turn can request submit_payment again. Java assigns that new request a new application tool-call ID and a new event ID. Event deduplication sees a new envelope, even though the user’s approved business action is the same.

That is why the operation identity must span both cases. Our application derives demo-tenant:INV-1042:approval-v1:submit-payment from the tenant, invoice, approval version and payment step. Gemini cannot replace it through the registered tool.

The worker reuses the saved approved operation. If it is already VERIFIED, it returns the saved result to the new caller. At the provider boundary, the operation key is bound to a fingerprint of the approved parameters. A matching repeated request returns the existing receipt. Conflicting parameters fail.

The scripted completion run demonstrates two payment-tool proposals with one accepted provider record. The Windows build4 Gemini run chose a status lookup. We keep those observations separate while applying the same operation identity.

Presenter reference:

Application tool-call ID and Gemini provider function-call ID are separate protocol values. The comparison concerns the application ID carried in the event. A new approval would require a newly authorized business identity; this fixture implements approval version 1 only.

Source:
https://aws.amazon.com/builders-library/making-retries-safe-with-idempotent-APIs/



The completion-event gap
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Workflow and broker Agent application

1. Provider accepts
Workflow verifies

2. Consumer pauses
Before save and ACK

3. Broker retains event
Later delivery count = 2

Agent observes UNKNOWN
Gemini selects next tool
Gemini capture: status lookup. Scripted test: payment tool 
again.

Presenter Notes
Presentation Notes
Timing: 15:00–18:00

The completion fault occurs in the agent’s event consumer.

The provider accepts the payment request. The worker saves its receipt, verifies the provider record, commits VERIFIED and publishes WorkflowVerified. Those records already exist.

The agent claims that event from the broker. We pause its consumer before it saves the result or acknowledges the delivery. The broker retains the unacknowledged event. Neither the worker nor provider crashes in this scenario.

After eight seconds, Java records UNKNOWN for the pending submit_payment call and sends it to Gemini. UNKNOWN describes the agent’s observation deadline. It does not establish a failed provider operation.

Gemini now selects a recovery action. In the Windows build4 Spring AI run, Gemini requested get_payment_status. A repeated submit_payment request for the same invoice is another supported branch. The current scripted fixture exercises that repeated-tool path.

After the next model decision, the application resumes its completion consumer. The original event becomes available for redelivery after its lease expires. Its recorded delivery count reaches 2.

For a status lookup, the worker returns saved VERIFIED state. For another payment request, it returns the same verified operation result. The late original event still carries the old call ID, so it cannot overwrite the UNKNOWN response already supplied for that conversation turn.

Presenter reference:

AgenticPlanner.consume injects the pause, awaitTools records UNKNOWN, and ask resumes consumption after the next model decision. The supplied Gemini run reports statusQueriesAfterUnknown=1, freshPaymentProposalsAfterUnknown=0 and workerRestarts=0. A Gemini API transport retry is a different layer from both model tool reproposal and broker redelivery.



Versioned event contracts
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Java supplies the headers and validates the envelope.

TaskPlanned example
{
"contract": "dev.agentretry.agentic",
"schemaVersion": "1.0",
"type": "TaskPlanned",
"eventId": "evt-example-001",
"toolCallId": "call-example-001",
"tenant": "demo-tenant",
"invoiceId": "INV-1042",
"operationId":
"demo-tenant:INV-1042:approval-v1:submit-payment",

"intentVersion": 1,
"expectedStateVersion": 1

}

Version Example Decision

1.0 Known
fields Accept

1.1 Optional
traceHint Accept

2.0 Unknown Reject

Presenter Notes
Presentation Notes
Timing: 18:00–20:00

The model’s tool contract and the services’ event contract serve different boundaries.

Gemini receives a function schema accepting invoiceId. After Java accepts that request, the application creates the versioned JSON envelope shown here. This TaskPlanned example identifies the tenant, invoice, operation and pending caller. The example event IDs are illustrative.

The operation ID is the saved approved payment identity. intentVersion identifies its approved definition. expectedStateVersion carries the execution precondition. TaskPlanned expects the PLANNED stage at version 1. Java supplies these trusted fields.

The receiver supports contract versions 1.0 and 1.1. The compatibility test adds traceHint under 1.1 and keeps the supported semantics. A 2.0 label fails validation because that receiver has not declared support for it.

A supported version label still requires valid fields, scope and stage preconditions. The agentic implementation performs those envelope checks in Java. The older offline command uses a different JSON-schema path.

Compatibility is a decision about the meaning a consumer supports. An optional field is useful when the receiver can safely accept it. A changed business meaning requires an explicit versioning decision before execution.

Presenter reference:

AgenticEvents.event and validate define this envelope. AgenticProtocolTest.requestsNeedSupportedContractAndIntegralApprovedVersion tests 1.0, additive 1.1 and rejection of 2.0. The shown example contains all required headers and uses expectedStateVersion=1 for TaskPlanned. It is an illustrative contract example, rather than a captured Gemini response.



Stale observations and current policy
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Earlier tool result

approved: true
onHold: false

Current record Value at execution

Saved payment INV-1042, approval version 1

Current policy onHold = true

Incoming request Same invoice and operation

Execution decision POLICY rejection
Provider untouched

Policy-change test: reject before provider submission

Illustrative earlier observation

Presenter Notes
Presentation Notes
Timing: 20:00–22:00

An agent’s earlier observation can remain in its conversation after the business policy changes.

On the left is an illustrative earlier context result: approved is true and onHold is false. That tells us what the agent previously observed. The workflow must check current authoritative policy when it accepts a proposal and again before the external action.

The tested policy-change scenario first saves an approved plan. It then restarts the worker with the hold enabled before TaskPlanned reaches the provider. The worker rejects execution with a POLICY failure. The saved operation does not grant permanent permission to ignore a later hold.

This example separates conversational observations from business authority. The model can ask for the same operation again, but the application decides using current policy and saved approved data.

There is also a separate stale-event test. A deliberately constructed TaskPlanned event expects version 0 while the saved operation is PLANNED at version 1. That event enters VALIDATION before any provider request. Gemini cannot supply expectedStateVersion through submit_payment, so we do not attribute that invalid header to the model.

Both controls happen before the external effect. Current policy protects authorization, and event preconditions protect permitted workflow transitions.

Presenter reference:

The left-side observation is illustrative. AgenticWorkflowTest.rechecksHoldAfterPlanningBeforeExternalEffect supplies the policy-change evidence by switching the worker fixture between planning and execution. It does not establish a live Gemini stale-context decision. heldInvoiceIsRejectedEvenIfModelRequestsPayment checks direct denial despite a proposal. staleExecutionEventCannotAdvancePlannedVersionOne covers the distinct VALIDATION case. The demo uses fixed test policy values rather than a complete approval-management service.



Policy before action
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Check Business context Policy outcome

Approval Invoice approval version 1 Required before execution

Hold flag onHold = true Reject submission

Payment intent Amount and beneficiary Application-owned fields

DENIED Accepted payment requests: 0

Presenter Notes
Presentation Notes
Timing: 22:00–24:00

A valid function request identifies what the model wants the application to do. The workflow worker still decides whether the business operation is allowed.

The worker obtains the approved payment parameters from the application's domain data. Those parameters include the amount and beneficiary. The model cannot replace them through submit_payment because that tool accepts only invoiceId.

In the held-invoice test, the context result reports approved false and onHold true. Gemini should stop when it sees that result. We also test the stronger boundary by directly sending a payment proposal despite the hold. The worker rejects it with a POLICY failure and creates zero provider payment records.

A second test plans the payment while the invoice is approved, then restarts the worker with the hold enabled before execution. The worker checks the hold again before contacting the provider and rejects the operation there as well.

These checks protect two points: accepting a proposal and performing the external operation. A saved plan does not grant permanent permission to execute after the domain policy changes.

This demo uses a fixed test invoice and test policy values. A production service would obtain those values from its authoritative approval system and define how approval versions and revocation behave during execution.

Presenter reference:

AgenticWorkflowTest.heldInvoiceIsRejectedEvenIfModelRequestsPayment and rechecksHoldAfterPlanningBeforeExternalEffect.

The test changes the hold policy between planning and execution. The implementation's error code is APPROVAL_REVOKED_BEFORE_EFFECT. The example does not implement a complete approval-management service.



Failure channels and recovery decisions
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Failure 
category Boundary Application response

VALIDATION Unsupported contract or stale 
event Reject and record before execution

DELIVERY Publication or lease budget Bounded retries, failure record

PROCESSING Transient work or evidence 
mismatch Retry transient, stop permanent

POLICY records authorization denials.
Demo channels are typed durable failure records.

Presenter Notes
Presentation Notes
Timing: 24:00–26:00

A failure category tells us what recovery is appropriate.

VALIDATION records an unsupported contract, invalid envelope or stale event precondition. The worker rejects that event before provider execution. Repeating unchanged invalid input cannot repair it.

DELIVERY records failures while moving a saved event to its consumer. An outbox publisher can fail to reach the broker, and broker delivery can exhaust its lease budget. Those records remain separate from business-processing errors.

PROCESSING records failures while performing consumer work. A temporary provider lookup failure can qualify for bounded retry. A mismatch between approved payment data and provider evidence is permanent, so automated execution stops.

POLICY records authorization denial, such as a hold or scope mismatch. A new model request cannot grant that authorization.

In this demo, these channels are typed durable failure records. A deployment can route the categories to dedicated topics or operator queues. The local demo provides the classifications and bounded decisions, rather than an operations console.

Also identify the layer when you read a retry log. Retrying a Gemini API request obtains a model response. A new model tool proposal requests application work. A broker redelivery repeats an event delivery. Those events have different identities and budgets.

Presenter reference:

AgenticWorkflow.reject and flush store workflow failure categories. AgenticBroker records delivery exhaustion. AgenticPlanner.ask owns model API attempt counts. The term quarantine on older slides referred to rejection plus a durable failure record; this revision uses that precise wording.



Retry budgets survive a restart

13

Attempt 1 Attempt 2 Attempt 3

execution attempts = 3 of 3
restart / fresh proposal: no reset
next action = PROCESSING failure

Model calls, business execution and broker delivery have separate limits

Presenter Notes
Presentation Notes
Timing: 26:00–28:00

An in-memory retry counter disappears when its process restarts. Our execution budget belongs to the saved operation record.

Before the worker contacts the provider, it increments the operation's execution-attempt counter in the workflow database. An attempt can include looking for an existing provider receipt. If the provider lookup fails temporarily, the worker can retry within the remaining budget.

The test on this slide makes that lookup fail. It restarts the worker and sends a fresh proposal for the same operation. The saved counter still contains the earlier attempt. At three execution attempts, further execution stops with a PROCESSING failure.

Separate layers have separate limits. The agent allows up to three Gemini API attempts for a pending model turn. The conversation permits ten model turns and at most four tool calls in a response. Outbox publication and broker redelivery have their own saved counters. A new event ID must not reset the business operation's execution budget.

The tool observation deadline is also separate. An eight-second wait can expire even while the provider and workflow have completed successfully, as our completion-pause scenario shows.

The Spring AI Gemini adapter applies a 45-second deadline to the entire model call and prints wait progress every five seconds. It disables extra framework and SDK retries so the application owns the three-attempt API budget. Those limits make waiting visible and bounded. They do not guarantee a particular model response time.

Presenter reference:

AgenticWorkflowTest.stageBudgetSurvivesRestartAndFreshProposals and ModelWaitTest.

Execution maximum: 3 saved attempts. Workflow transient handling also stops after its processing-delivery limit, so the first exhausted applicable limit wins. Outbox publication maximum: 3 attempts. Broker maximum: 10 deliveries. Model API attempts: 3 per pending turn. These counters are not one interchangeable retry count.


Spring AI source: https://docs.spring.io/spring-ai/reference/api/tools/chatmodel-tool-calling.html



Recovery from the last durable step
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Observed evidence Recovery decision

Workflow VERIFIED, agent 
UNKNOWN Read status or return saved result

Provider receipt, local result absent Recover receipt and resume verification

Conflicting or unprovable evidence Record failure and stop execution

Worker-crash test: two execution attempts, one accepted provider record.

Presenter Notes
Presentation Notes
Timing: 28:00–30:00

Recovery starts from the component that owns the result.

If the workflow is VERIFIED but the agent observed UNKNOWN, a status lookup returns saved state. Another submit_payment call for the same approved operation can reuse that verified result.

The worker-crash test demonstrates a different partial failure. The provider commits an accepted record, then the worker terminates before saving the receipt in its own database. The saved workflow state remains EXECUTING.

Only the worker JVM terminates. The agent application, broker and provider continue running. The launcher restarts the worker once, and the original unacknowledged TaskPlanned event redelivers.

The executor uses the saved operation identity to query the provider before submitting. It finds a matching receipt, checks the fingerprint and resumes verification. The result is two execution attempts, one provider submission, and one accepted provider record.

Recovery therefore resumes the interrupted stage using saved data. It does not require restarting the entire workflow or asking the model to invent a new payment plan.

If provider evidence is missing or conflicts with the approved request, automated execution stops. A real integration needs a defined reconciliation or operator process for unresolved outcomes.

Presenter reference:

This worker-crash outcome comes from the packaged SCRIPTED scenario. The Windows build4 Gemini completion-fault run has zero worker restarts. AgenticDemoIT.onlyWorkflowWorkerCrashesAndRecoversProviderReceipt and the saved scripted rehearsal establish the worker restart, two execution attempts and one provider submission. The checkpoint is PROVIDER_COMMITTED_BEFORE_WORKFLOW_RECEIPT.



Agent recovery and repeat safety

15

java -jar agent-retry-demo.jar agentic --mode gemini
--fault completion --wait-ms 8000

* New payment proposals counted after UNKNOWN.
Live run uses Gemini through Spring AI. Scripted choices are programmed.

Evidence source After UNKNOWN New payment
proposals*

Accepted
records

Live Gemini run
Spring AI build4 get_payment_status 0 1

Scripted fixture
Build4 JAR submit_payment again 1 1

Repeat test: same command with --mode scripted

Presenter Notes
Presentation Notes
Timing: 30:00–37:00

This demonstration connects the agent’s recovery choice with the workflow’s effect protection.

The first command uses the Spring AI Gemini integration and pauses the agent’s completion consumer. Watch TOOL_PROPOSED after UNKNOWN. Gemini may select a status lookup or request the payment tool again. We describe the branch the model actually takes.

The table compares two Windows build4 rehearsals. The live Gemini run used Spring AI 2.0.1 with gemini-3.5-flash-lite. After UNKNOWN, Gemini selected get_payment_status and received VERIFIED. That run recorded zero fresh payment proposals after UNKNOWN and one accepted provider record. The scripted fixture requested submit_payment again and reused the verified operation, with one provider submission and one accepted record.

The scripted fixture programs the repeated tool choice. Java creates a new tool call and event, maps them to the same approved operation, and returns the saved verified result. This exercises repeat protection with a controlled input.

Run the same completion scenario with mode scripted to make that second path visible. Then inspect the operation ID, provider record count and verified result.

In a new live run, confirm modelIntegration is SPRING_AI_GOOGLE_GENAI_2.0.1. If Gemini repeats the payment tool, inspect freshPaymentProposalsAfterUnknown before calling it a model payment retry. If it queries status, report reconciliation.

The shared business invariant is one approved payment operation resolving to one matching accepted provider record. Model API retries and broker redelivery counters describe other layers.

Presenter reference:

Live command:
java -jar .\agent-retry-demo.jar agentic --mode gemini --fault completion --wait-ms 8000

Repeat-safety command:
java -jar .\agent-retry-demo.jar agentic --mode scripted --fault completion --wait-ms 8000

Seven-minute stage budget: 45 seconds to explain the fault, up to three minutes for the live run, 30 seconds for the scripted run or its saved evidence, two minutes to compare summaries, and 45 seconds for the invariant. If the live run exceeds its window, show the saved build4 Windows results and identify them as recorded rehearsal evidence. The release includes evidence/windows/live-completion/run-summary.json and evidence/windows/scripted-completion/run-summary.json. Full live traces remain on the presenter’s laptop.

The supplied Windows build4 Spring AI run reports submitProposals=1, freshPaymentProposalsAfterUnknown=0, statusQueriesAfterUnknown=1, provider.instructions=1, provider.submissionCalls=1, workflow.state=VERIFIED, maxCompletionDeliveryCount=2 and liveAgentRetryProven=false.

The current scripted completion evidence reports submitProposals=2, freshPaymentProposalsAfterUnknown=1, provider.instructions=1, provider.submissionCalls=1, workflow.verifiedReuse=1, workflow.state=VERIFIED and modelEvidence=SCRIPTED_REHEARSAL_ONLY. A scripted result never establishes a live Gemini choice.

The presenter completed normal and completion-fault Gemini rehearsals through Spring AI on Windows Java 25.0.4.1. Both reported VERIFIED and invariantsPassed=true. A separate scripted completion rehearsal demonstrated repeated-tool protection. Protocol tests use simulated model responses and remain a separate evidence source. Keep credentials and private conversation databases off the projected screen.



Recovery invariants
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One approved business action

One stable operation identity

One accepted payment request

Provider idempotency and retrievable evidence protect the effect

Presenter Notes
Presentation Notes
Timing: 37:00–38:00

Here is the invariant for this approved payment: every request that represents the same business operation must resolve to the same accepted provider record.

The application derives one stable operation ID from the tenant, invoice, approval version and payment step. The provider stores that ID with the accepted payment parameters and a retrievable receipt in one local transaction. The verifier checks that provider record against the approved parameters.

In the Windows build4 live run, Gemini chose a status lookup and the provider record count remained one. The separate scripted scenario requests submit_payment again and reuses the same approved operation.

This result depends on the provider's idempotency and lookup contract. It does not establish a universal exactly-once guarantee across arbitrary external systems. VERIFIED means the accepted provider record matches the approved request. Bank settlement is outside this demo.

Presenter reference:

Check operationId, provider.instructions, provider.submissionCalls, workflow.state and invariantsPassed in the actual run summary. Describe the recorded result rather than assuming the model took a particular branch.



Applying this in your agent application
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01 Register tools and return current business facts

02 Save approved parameters and operation identity

03 Commit inbox, state and outbox together

04 Recover provider evidence within saved retry limits

Companion: github.com/kkmurthyt21/agent-retry-demo
Patterns apply across model frameworks and clouds.

Presenter Notes
Presentation Notes
Timing: 38:00–39:00

Apply these controls to one agent tool that changes business state, such as creating a support ticket or provisioning a resource.

Supply current business facts and explicit tool schemas to the model. Validate its selected request in application code. Save approved parameters and a stable operation identity before performing the external action.

For each local workflow transition, commit the inbox entry, state and resulting outbox message together. Keep execution counters with the saved operation so a restart or new request cannot reset the budget.

At an uncertain external outcome, read provider-owned evidence and recover the matching receipt. The application must establish whether the approved operation already exists before deciding to execute again.

These controls apply across model frameworks and cloud platforms. The model adapter and message transport can change while the business identities, transaction boundaries and recovery rules remain explicit. A real provider still needs the idempotency and reconciliation contract your workflow relies on.

Presenter reference:

The public repository now contains the build4 Spring AI implementation, updated architecture, startup instructions and labelled evidence. Release v1.1.0-rc.1 includes the tested runnable JAR, matching source, documentation and checksums. Attendees can download the release package to reproduce the scenarios.

Repository: https://github.com/kkmurthyt21/agent-retry-demo

Release: https://github.com/kkmurthyt21/agent-retry-demo/releases/tag/v1.1.0-rc.1



Event contract reference

A1

Field group Representative fields Purpose

Contract contract, schemaVersion, type Select supported semantics

Trace eventId, toolCallId Correlate delivery and caller

Precondition intentVersion,
expectedStateVersion Guard approved transitions

Operation identity tenant, invoiceId, operationId Recover one intended action

Business data Tool results / saved approved intent Keep money fields application-
owned

Presenter Notes
Presentation Notes
Timing: Reference slide

This is the application's domain event envelope, generated after it validates a model tool request.

contract identifies the dev.agentretry.agentic family. schemaVersion identifies a supported contract revision. type identifies the event handler, such as ActionProposed, TaskPlanned or WorkflowVerified.

eventId identifies the envelope and remains unchanged on broker redelivery. toolCallId identifies the pending application tool request that should receive the result. The Gemini provider's function-call ID is a separate protocol value.

tenant, invoiceId and operationId identify the scope and approved business operation. intentVersion identifies the approved payment definition. expectedStateVersion carries the handler's execution precondition. Request events use version 0, TaskPlanned expects 1 and ActionCompleted expects 3.

The model cannot assign these trusted headers through submit_payment. It supplies only invoiceId. Java obtains the approved payment parameters from domain code and saves them in the workflow database. Completion events carry result data back to the waiting tool request.

Contract and scope checks happen before business execution. A recognized version label still requires valid fields and a valid stage precondition.

Presenter reference:

Implementation: AgenticEvents.event, AgenticEvents.validate, AgenticPlanner.ask, AgenticWorkflow.handle.

These fields belong to the current agentic path. They are not the original offline demo's JSON envelope.



Transaction reference

A2

State owner Atomic local records Recovery evidence

Agent Request: history, pending, outbox
Result: inbox, pending response Saved model/tool context

Workflow worker Intent, state, event inbox
and resulting outbox Approved intent and stage

Mock provider Payment record, key, fingerprint
and replayable receipt Provider-owned payment record

Broker Queue entry, lease and ACK Unacknowledged delivery

Presenter Notes
Presentation Notes
Timing: Reference slide

Each row owns a separate database transaction.

The agent application commits the model response, conversation history, pending tool calls and resulting command outbox entries together. When it receives a completion event, it records the inbox entry and matching pending result before acknowledging broker delivery.

The workflow worker commits an incoming event's inbox entry with the corresponding state change and outgoing events. It separately commits the execution-attempt claim before contacting the provider. That ordering preserves the retry budget if the process terminates during the external call.

The mock provider commits its accepted payment record, operation key, parameter fingerprint and replayable receipt together. That provider transaction owns the external effect demonstrated here.

The broker owns queue messages, delivery counts and lease tokens. An acknowledgment must match the active lease. If a publisher sends an outbox event and terminates before marking it sent, publication can repeat. Reusing the event ID lets the broker recognize identical publication and reject conflicting content for that ID.

There is no database transaction that spans all four owners. Receipt lookup and provider idempotency recover the gap between the provider commit and workflow receipt persistence.

The demonstration has one active workflow worker. Supporting concurrent workers would require ownership or concurrency controls around execution in addition to provider protection.

Presenter reference:

Implementation: agent, workflow, broker and provider database code. The provider record count alone cannot prove correctness for a real provider without its documented idempotency and reconciliation behavior.

Source: https://docs.aws.amazon.com/prescriptive-guidance/latest/cloud-design-patterns/transactional-outbox.html



Failure and recovery reference

A3

Case / origin Application behavior

Completion pause (live Spring AI run) Status reconciliation, one payment

Fresh payment call (scripted fixture) Reuse approved operation, one payment

Worker crash (packaged fixture) Restart worker, recover provider receipt

Stale execution event (unit test) VALIDATION, provider untouched

Hold / revoked approval (domain test) POLICY rejection before effect

Execution budget (unit test) Three saved attempts, then stop

Presenter Notes
Presentation Notes
Timing: Reference slide

This table separates the scenario from the source of its evidence.

The completion-consumer pause has a presenter-supplied Windows build4 live Spring AI run. Gemini selected get_payment_status after UNKNOWN. The workflow returned VERIFIED, the completion event redelivered, and the provider had one accepted payment record.

The fresh payment-call scenario uses the scripted test model. It issues another submit_payment request with a new tool-call ID. The domain workflow reuses the same approved operation and saved result. This proves the application handles that input, while the source remains a scripted test.

The worker-crash scenario also uses the packaged scripted model. It terminates the workflow worker after provider commit, restarts that worker, and recovers the existing provider receipt.

The Spring AI adapter also has loopback protocol tests for both recovery branches, parallel call IDs and signatures after restart, permanent errors, and bounded API attempts. A separate-process test runs the shaded JAR's actual Spring AI client. These responses are simulated and labelled PROTOCOL_TEST.

The remaining rows are focused domain tests. A stale execution event fails validation before provider execution. A held invoice fails policy, including when the hold changes after planning. The retry-budget test preserves its execution counter across a worker restart and a fresh proposal.

These results cover different boundaries. The live Gemini run establishes the model's actual recovery choice. The controlled tests establish specific application behavior for inputs and failures we deliberately construct.

Presenter reference:

Live source: evidence/windows/live-completion/run-summary.json.
Presenter-supplied Windows build4 console evidence using Spring AI 2.0.1 and gemini-3.5-flash-lite.

Repeated-tool source: evidence/windows/scripted-completion/run-summary.json.
Worker-crash source: the packaged separate-process tests and recorded automated verification.

Domain source: AgenticWorkflowTest and AgenticProtocolTest. Framework source: SpringAiGeminiTest and SpringAiJarIT. The hold-change test uses the implementation error APPROVAL_REVOKED_BEFORE_EFFECT. It is not a full approval-service integration.



Technical references

A4

Spring AI Gemini integration

Spring AI reference

Jota: AI banking workflows

Temporal customer case study

AP agents in Ramp Bill Pay

Ramp product documentation

Financial data access with Gemini

Copel / Google Cloud

Safe retries with idempotent APIs

Amazon Builders’ Library

Transactional outbox pattern

AWS Prescriptive Guidance

Versioned agent event contracts

Krishna Kandi / AWS Builder Center

Durable refund reference demo

Temporal reference example

Presenter Notes
Presentation Notes
Timing: Reference slide

These sources support different parts of the talk.

The Spring AI Google GenAI documentation describes the Gemini integration. Its ChatModel tool-calling documentation describes the application-controlled loop used here. Google's function-calling documentation explains registered function requests and application execution. These sources support the model/application boundary in this demo.

Jota's Temporal customer case describes a durable conversational banking agent that uses real banking operations and returns structured results to its AI service. It is relevant industry evidence for durable agent workflows. It does not document this demo's exact Gemini model, component names or injected completion-consumer pause.

Ramp's documentation describes accounts-payable agents and payment automation. Copel's Google Cloud case describes Gemini access to financial information from SAP. The Copel example supports business-data access, rather than establishing autonomous payment execution or this retry protocol.

The Amazon Builders' Library article explains safe retries through idempotent APIs. AWS Prescriptive Guidance explains the transactional outbox. My Builder Center article discusses versioned event contracts between agent-related components.

Temporal's refund example is a reference implementation for durable execution around an external operation. Identify it as an example, rather than a customer production deployment.

Use these references for their documented claims. Our exact request routing, failure injections and recovery counters come from the companion code and labelled demo evidence.

Presenter reference: primary sources

https://ai.google.dev/gemini-api/docs/function-calling

https://temporal.io/resources/case-studies/jota

https://support.ramp.com/ap-agents-available-in-ramp-bill-pay

https://cloud.google.com/customers/copel

https://aws.amazon.com/builders-library/making-retries-safe-with-idempotent-APIs/

https://docs.aws.amazon.com/prescriptive-guidance/latest/cloud-design-patterns/transactional-outbox.html

https://builder.aws.com/content/3Ivtw3UhZxxl2vzO4z293iDjLlL/prevent-silent-failures-between-ai-agents-with-versioned-event-contracts-on-aws

https://docs.temporal.io/ai/featured/memory-state-stripe


Spring AI references:

https://docs.spring.io/spring-ai/reference/api/chat/google-genai-chat.html

https://docs.spring.io/spring-ai/reference/api/tools/chatmodel-tool-calling.html

https://docs.spring.io/spring-ai/reference/api/chat/google-genai-chat.html
https://temporal.io/resources/case-studies/jota
https://support.ramp.com/ap-agents-available-in-ramp-bill-pay
https://cloud.google.com/customers/copel
https://aws.amazon.com/builders-library/making-retries-safe-with-idempotent-APIs/
https://docs.aws.amazon.com/prescriptive-guidance/latest/cloud-design-patterns/transactional-outbox.html
https://builder.aws.com/content/3Ivtw3UhZxxl2vzO4z293iDjLlL/prevent-silent-failures-between-ai-agents-with-versioned-event-contracts-on-aws
https://docs.temporal.io/ai/featured/memory-state-stripe
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Thank you & Questions
What evidence would make
your next retry safe?

github.com/kkmurthyt21/agent-retry-demo
in/krishna-kandi-2370269

Presenter Notes
Presentation Notes
Timing: 39:00–45:00

Thank you. We’ve followed an agent tool request across durable messages and separately owned databases. The recovery decision starts with the saved business operation and the result recorded by its owner.

Which operation in your application would be unsafe to repeat after a timeout? What saved evidence would let you recover it safely?

Presenter reference: answers to likely questions

- Why Planner, Executor and Verifier? The accepted workflow uses these as logical responsibilities. They separate a model’s next-tool proposal, controlled execution of an approved operation, and evidence of completion. This supports independent testing and recovery. Durable state and idempotency supply the reliability protections.
- Could one application do all three? Yes. Executor and Verifier already share the worker JVM. The demo separates agent and worker to expose partial failure. These roles do not require three services or three AI models.
- Is this Spring Boot? It is a standalone Java application using Spring AI programmatically. Spring Boot is an optional application structure; the reliability mechanisms are the same responsibilities.
- What is the difference between retries? A Gemini API retry retries the model request. A later Gemini tool proposal creates new application work for the same business operation. Broker redelivery keeps the same event envelope. The operation identity spans them.
- Does the stale-context slide show Gemini inventing a state version? No. It pairs an illustrative earlier observation with a tested policy change. The separate stale-event unit test constructs an invalid precondition. Java owns trusted version headers.

- Where is Spring AI? GeminiPlannerModel calls Spring AI 2.0.1 GoogleGenAiChatModel with registered ToolCallback definitions. The Java agent retains the durable tool loop.
- Has this Spring AI integration run against Gemini? Yes. My Windows build4 rehearsals used Spring AI 2.0.1 with gemini-3.5-flash-lite. Normal execution and completion-fault recovery both reached VERIFIED with one accepted provider record. The fault run recovered through a status query. A separate scripted test exercised another submit_payment proposal.

- Which part is the agent? The Java application running the Gemini conversation and tool loop. Gemini selects registered functions. The workflow worker's executor and verifier are Java business components.
- Did Gemini retry payment in the captured run? It requested payment once, received UNKNOWN and selected get_payment_status. That is status reconciliation. A separate scripted scenario exercises another submit_payment request. The Gemini API connection retry is a different layer.
- How does Gemini know the tools? The application includes function names, descriptions and argument schemas in the API request. It also supplies the task, system prompt and prior tool results.
- Why do we need both event IDs and an operation ID? Event IDs identify one delivered envelope. A new model request can create a new envelope for the same approved operation. The operation ID preserves that business identity across both requests.
- Why are executor and verifier deterministic? They enforce exact authorization and compare provider records with approved payment parameters. Those checks must follow application rules even when the model selects an invalid tool request.
- Is this a Saga? This example uses one external payment operation and has no compensating transaction sequence. It is a durable event-driven workflow using inbox/outbox, idempotency and reconciliation.
- Does VERIFIED mean money reached a bank account? It means the mock provider's accepted payment record matches the approved request. The demo does not implement settlement.
- Is this pattern used in industry? The Jota customer case describes durable banking-agent workflows. Other references show AP automation and Gemini access to financial data. They support related use cases, rather than proving this exact Gemini demo or injected failure sequence. Appendix A4 identifies those boundaries.
- What changes for production? Use an operational message broker, authoritative domain authorization, provider idempotency with documented retention and parameter-conflict rules, suitable concurrency control, and a defined process for unresolved outcomes. The demo demonstrates the failure boundaries with one workflow worker on a laptop.

https://github.com/kkmurthyt21/agent-retry-demo
https://github.com/kkmurthyt21/agent-retry-demo
https://github.com/kkmurthyt21/agent-retry-demo
https://github.com/kkmurthyt21/agent-retry-demo
https://github.com/kkmurthyt21/agent-retry-demo
https://www.linkedin.com/in/krishna-kandi-2370269
https://www.linkedin.com/in/krishna-kandi-2370269
https://www.linkedin.com/in/krishna-kandi-2370269
https://www.linkedin.com/in/krishna-kandi-2370269
https://www.linkedin.com/in/krishna-kandi-2370269
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